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Abstract

In the XENON1T experiment, background neutron scatters are nearly indistin-
guishable from scatters of a Weakly Interacting Massive Particle (WIMP). Although,
the relatively larger interaction cross section of neutrons means they produce mostly
multiple scatter events, while WIMPs produce mostly single scatter events. So, identifi-
cation of neutron multiple scatter events is the key to reducing the neutron background.
To identify these events, Monte Carlo simulation data is tuned to match measured data
as to generate a sufficiently-sized accurate data set to use in training and analyzing a
machine learning algorithm. Using a Random Forest Classifier (RFC), I demonstrate
a method of selecting single scatters with a significantly improved rejection of neutron
multiple scatter events with relatively small loss in single scatter acceptance. The
framework developed in this work may be applied to other XENON1T data analyses
to optimize selection criteria for WIMP signals, improving the experiment’s overall
sensitivity.

1 Introduction

“Dark Matter” is the matter predicted as to make agreement between theory and obser-
vations of galactic rotations, gravitational lensing, the structure of the Cosmic Microwave
Background, and on [1]. Figure 1 provides strong evidence for its existence, illustrating the
unique collision features of the Bullet Cluster. Weakly Interacting Massive Particle theories
are candidates to solve the general problem of dark matter. With WIMP characteristics in
mind, the XENON Dark Matter Project looks to detect these particles via products of the
WIMP scattering with Xenon nuclei within a time projection chamber (TPC). One issue
that makes seeing WIMP scatters so difficult is due to a significant noise source, the neutron
scatter. A single neutron scatter is indistinguishable from the theorized WIMP scatter. A
solution to this problem is found in statistical methods. One can use the higher interac-
tion probability of the neutron to distinguish it from the lower cross-section WIMP. My
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Figure 1: The Bullet Cluster. It is two galactic clusters post collision. The mass density is
highlighted in blue and the light emitting region is highlighted in red. The blue region lacks
the collision features of the red, indicating that it is composed of noninteracting, nonluminous
energy. This energy is called “dark matter” [2].

efforts within the XENON Dark Matter Project have been spent learning the methods of
and developing a new approach to this solution with machine learning techniques.

2 The Experiment

The XENON Dark Matter Project has constructed the XENON1T detector, the current
most sensitive search for WIMPs in the world, shown in Figure 2 [4]. The detector is tuned
to see the nuclear recoil of a WIMP scattering with xenon nuclei. In looking for these
scatters, limits are placed on the WIMP cross-section and mass. The detector concept is
shown in Figure 2. It features a dual-phase (liquid-gas) TPC. Light from scattering events
are detected on arrays of photo-multiplier tubes (PMTs) lining the top and bottom of the
cylinder. The PMTs detect primary scintillation light (S1) resulting from a scattering event
in the liquid xenon (LXe) region [5]. The ionized electrons produced by the scattering event
are then drifted to the top of the TPC toward the gas-phase, via an applied electric field
of ≈ 120 V/cm. The electrons are then accelerated through the gas phase by an electric
field >10 kV/cm [4]. The light emitted by the electrons interacting with the gaseous xenon
creates the secondary scintillation signal (S2). The large amount of photons produced by
the S2 signal photoionize impurities within the detector. The photoelectrons ejected by the
impurities are then drifted to the gas phase and produce smaller S2 signals after the main
S2. In discerning an electronic recoil (ER) from a nuclear recoil (NR), the ratios of the S2
and S1 are used, as illustrated in Figure 3. After using this to sort events into NR and ER,
one must discriminate the WIMP NR from a neutron NR.

The neutron is a difficult background to separate from potential WIMP signals. The
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Figure 2: The XENON1T detec-
tor, 3000 m beneath sea level in
INFN Laboratori Nazionali del
Gran Sasso (LNGS) in Italy [3]

Figure 3: The detector concept of the XENON1T
tpc, as described [5].

uncharged WIMP is predicted to produce NR energies of 1 − 100 keV [9]. A neutron,
similarly uncharged, can produce NRs within the same energy range. A single scatter from a
WIMP and a neutron in this energy range is indistinguishable by the detector. The difference
between the two particles that is used to discriminate between the two is the cross-section,
the neutron’s being 23 orders of magnitude larger than the WIMP’s current upper limit in
LXe at WIMP masses of ≈ 100 GeV/c2 [4][6]. For a multiple scatter event (MS), illustrated
in Figure 4, multiple true scatter S2 signals are produced. A single scatter event (SS), shown
in Figure 5, only produces one true scatter S2. Both signals are accompanied by many single
photoelectron peaks following the large S2 signals. The peaks in these events have features
that mark the events as SS or MS. A feature is a measurement of the waveform signals
outputted by the detector, such as amplitude, width, or area.

In Section 5, important features of the main S2 and the largest (in terms of area) other
S2, and why they are used to classify a NR as a MS or a SS, are discussed. First, concepts
of machine learning should be discussed and the data preparation process understood, as to
approach the signal features with an intuition of how they will be used.

3 Machine Learning: Using the Random Forest

The style of machine learning used in this work can be understood as a purely numerical
method of classifying data. I use supervised learning methods, in which I train an algorithm
on data with known classifications to use to predict data with unknown classifications. I
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Figure 4: Multiple scatter signals produce
many S2 signals. The multiple S1 signals
are too close in time to be resolved. Note
the illustrated difference in area between
the true scatter S2 peak and the photo-
electrons.

Figure 5: A single scatter produces only
one main S2 signal. Note the stray pho-
ton photoionizing an impurity within the
detector. This electron is drifted, creating
a small S2 peak.

choose to use a random forest classifier (RFC), as it excels in its predictive accuracy and
ease of use, in comparisons to other methods [7]. An RFC is an ensemble method of machine
learning. It is a randomly generated collection of an arbitrary number of decision trees. To
understand the random forest, one must understand a decision tree.

The decision tree can intuitively be thought of as a method of splitting data into groups
via asking a series of questions. See Figure 6 for an example of this. A decision tree is grown
during the training process, maximizing an information gain function [7]:

IG(Dp, f) = I(Dp)−
Nleft

Np

I(Dleft)−
Nright

Np

I(Dright)

In this formula, f is the feature that the split is decided on, Dp is the parent node - the
dataset the decision is made on, Dleft and Dright are the child nodes, the split datasets after
a binary decision is made, and N is the number of samples at the sub-scripted node. I is
the impurity measure, a function that quantifies decision error. The information gain is then
defined as the difference between the impurities of the parent node and the sum of the child
nodes, maximizing the information gain will minimize the impurity of the child nodes. The
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Figure 6: The decision tree classifying an event, answering the question: “Will I go out
today?” In this case, the event is the weather of the day. By looking at features of the
weather and asking questions, the decision tree arrives at an answer to the question [8].

impurity measure I use in this work is called the Gini impurity. It is defined as follows for a
binary decision:

IG(t) =
2∑

i=1

p(i|t)(1− p(i|t)) = 1−
2∑

i=1

p(i|t)2

Here, t is node and p(i|t) is the fraction of data with class i within the node. It can be
understood as the criterion to minimize the probability of classification, maximized when
the classes are perfectly mixed among the node [7]. The decision tree is maximizing the
information gain at each node with this impurity measure during the training process.

A random forest can grow an arbitrary number of these decision trees from a training
data set. It first copies a random sample of the training data to grow decision trees from.
With that random sample, the tree is grown with a randomly selected group of n features.
The information gain function is maximized at each node, growing a decision tree. This
process is repeated for however many decision trees are desired to populate the forest. In
classifying a data, a vote is taken from all the trees, outputting a nonphysical probability of
which class the data should fall under. This probability is nonphysical in that a probability
assigned to an event by the RFC does not indicate the physical likelihood of the event being
a SS or a MS, otherwise the boundary of 50% would have to be used.

Now, the RFC can be prepared to select SS events from real data.

4 Preparing Data for the RFC

Purely classified training data is necessary for an RFC to classify accurately real data. A
struggle with defining a single scatter cut is the lack of a pure radiation source of MS
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particles. A current, established cut is fit using calibration data from a 241AmBe(AmBe)
low energy neutron source, although the source is populated with both MS and SS events.
This limits the acceptance and rejection of the cut, and purely classified data is desired to
avoid this limit. To make this data, I use Monte Carlo methods. The Monte Carlo outputs
“truth information” describing exactly the energy depositions that are fed to the detector
output simulation. The specific set of truth information is tuned to match the AmBe source,
containing only MS and SS nuclear recoils. This truth information can then be examined
to define exactly what a SS and a MS is. See Table 1 to understand the decisions made to
classify a SS and a MS.

Classification Criteria

SS1 Number of energy depositions = 1
SS2 Second largest energy deposition < 0.5 keV
SS3 Distance between largest and second largest energy deposition < 0.5 mm
MS All other events

Table 1: Classifications based on truth information. SS1 is a SS by definition. SS2 is a MS,
but the signal of the second largest S2 is too small to be detected. SS3 is a MS such that
the scatters are so close that the separately ionized populations of electrons interact with
each other, producing an event indistinguishable from an SS.

With these classified input events, I run the detector output simulation on the input event.
I get reconstructed data with features that can be compared to AmBe calibration data.
These comparisons are necessary to ensure the RFC can be used to predict experimental
data. The only required feature distributions to compare between simulation and AmBe are
those the learner takes as input. In the next section, I show the comparisons and motivate
the importance of the features that the RFC predicts with.

5 Simulation and Data Feature Comparisons

The physical importance of the features chosen to be trained on and the accuracy of simu-
lation data in comparison to AmBe SR1 calibration data are shown in Figures 7, 8, 9, 10,
and 11.

The width distributions of the simulated peaks has been shifted by the difference in
means of the original distributions, to match the AmBe distributions. The reason for the
mismatch in width may be due to the unknown gas gap in the gas phase of the TPC, as the
earthquake ending the last dark matter search may have disturbed the gap [4].

Also, at small widths and areas of the largest other S2, the agreement between simulation
and real data is worse than in other regions. This is acceptable, since in these regions it is
easy to decide that an event is a SS. An event with a very small and narrow largest other
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Figure 7: The distribution of the time delay of the second largest S2 from the main S2. The
physical significance of this feature is shown in the MS and SS distributions. The second
largest S2 for a SS occurring only after the main S2, as it would result of the photoionizing
light of the main S2.

S2 is likely to be a SS. The distributions look to match well enough in the ranges where the
classification is more ambiguous, so I proceed and use this simulation data to train the RFC.

Figure 8: The distribution of the main S2
area. The MS and SS distributions indi-
cate that this is not a very important fea-
ture to train in. But, the largest other S2
area is, intuitively, positively correlated
with the S2 area for MS.

Figure 9: The distribution of the second
largest S2 area. See a large difference in
the distribution of MS and SS. the SS dis-
tribution is more populated with smaller
single/multi electron peaks as the second
largest S2. Note the lack of a trailing
SS population as in Figure 11, the multi-
electron pileup peaks falling in with the
single electron peaks.
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Figure 10: The distribution of the main
S2 width. The MS and SS distributions
take similar shape, showing this space to
not be very informative on its own. Al-
though, the width of the second largest
S2 is conceivably dependent on the width
of the largest S2 for MS/SS.

Figure 11: The distribution of the second
largest S2 width. See a large difference in
the distribution of MS and SS. The single
electron peaks produce a narrower wave-
form. Note the trailing width population
due to multiple electron peaks piling up
in the detector, being classified as a sin-
gle wide and small (area) S2 peak.

6 Training and Optimizing the RFC

With the pure and accurate simulation data, I can now train the RFC with intent to predict
data with unknown classification. I choose to train on the features discussed in Section 5 for
the physical reasons explained. The RFC is trained on a fraction of the classified simulation
data, reserving a portion of it as test data to understand the RFC’s performance. I find
the optimal training set size for the RFC through Figure 12. I choose a training size of
≈ 40, 000 events, as that is within the region the validation accuracy has plateaued. With
limited statistics, as much test data should be preserved to analyze the performance of the
RFC without loss of validation accuracy.

One important parameter to optimize for the RFC is the depth of the decision trees
within the random forest. This depth reflects how many splits of a node are required (how
many decisions are required) to be made before it must vote on a classification for an event.
The greater the number of splits required during the training process will increase the level
of fit the RFC makes to the training data. It can be optimized in using the value resulting in
the peak validation accuracy, as shown in Figure 13. With similar methods, other parameters
are optimized to the peak validation accuracy.

With the RFC optimized and trained, I can see how well it understands the importance
of the features it trains on by comparing the amount of nodes that are split according to
each feature. See Figure 14, where the RFC’s distinctions echo the reasoning of the features’
relative physical importances.

8



Figure 12: Validation accuracy and train-
ing accuracy converging with increased
training size. The validation accuracy is
the fraction of test data predicted cor-
rectly. The training accuracy is the frac-
tion of training data predicted correctly
(giving an estimate of the RFC’s overfit-
ting)

Figure 13: Validation accuracy and train-
ing accuracy varying with depth of deci-
sion trees. The validation accuracy de-
creases after a peak at 9, as it is overfitting
the training data. The training accuracy
increases steadily, indicating the tightness
of the fit.

7 Classifying Simulation and AmBe data with the RFC

Now that I have the RFC trained and optimized, it may be used to classify data as MS and
SS. It first must predict a probability for the data sets, and a cutoff probability should be

Figure 14: The RFC understanding which features are most important in deciding an event
as SS or MS. The current, established cut this work is compared to decides an MS or SS
event based only on the S2 area and the largest other S2 area. These importances indicate
that there are other relevant features that may be used to classify an MS or SS that the
current cut is not utilizing.
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defined. Since the output probability from the vote of the decision trees is purely nonphysical,
a cutoff value deciding a single scatter may be optimized according to the acceptance and
rejection of the purely classified test data. See Figure 15.

Figure 15: Predicting Simulation and AmBe calibration data. Note how the acceptance
(fraction of true SS classified correctly) and the rejection (fraction of true MS classified
correctly) change with the cutoff probability. Another important note is how well the AmBe
predictions match with the total simulation test data set, indicated a strong match between
data and MC in these features selected.

In applying this method to dark matter search data, it is important to have a high
acceptance and rejection within the small S2 range (here 200 - 1500 photoelectrons). We
can tune these to a near maximum by looking at how the acceptance and rejection in this
S2 range vary with cutoff probability. See Figure 16, where the cutoff probability is decided
to be 15%.

With the cutoff probability chosen, my method established in this work can be compared
with the current SS cut that decides only with the area of the largest and second largest S2
peaks, the decision boundary fitted on AmBe data. The methods may be compared with
the acceptances and rejections as a function of main S2 size; see Figure 17. This method
provides a better rejection of background MS for small S2 signals, but a relatively small
decrease in acceptance in the same region.
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Figure 16: Choosing an optimal cutoff probability for small S2. I choose a cutoff of 15%,
roughly optimizing to the maximum acceptance and rejection.

Figure 17: Comparing the SS cut established by this work with the currently used SS cut.
Efficiencies calculated with the test data. Note the slightly lower acceptance and higher
rejection at low S2.

8 Conclusion and Outlook

To conclude, it is necessary to the dark matter search to have an efficient cut to determine
a NR SS event. Rejecting as many true MS background events as possible and accepting as

11



many true SS events as possible is important to the overall effective sensitivity and accuracy
of the experiment. Fitting a SS cut with pure calibration data is impossible as no pure MS
source exists. Turning to Monte Carlo simulation data, a purely classified source of data can
be created. I created this simulation data, ensured its accuracy with respect to the current
science run (SR1) AmBe calibration data, and trained a RFC to predict events as MS and
SS with physically important waveform features of their S2 signals. The current cutoff and
RFC provides a better rejection in the small S2 range, but it could be improved.

Training the RFC on more features that are physically significant, like those of the 3rd
largest S2, is computationally demanding, but optimizable with dimension reductionality
techniques like principal component analysis (PCA). Including more of these features would
likely provide a more effective cut, as a neutron is likely to scatter more than twice in the
TPC, and looking at more S2 peaks provides informative features for the RFC to train on.
Also, combining more methods of machine learning in sequence is a powerful method of
classifying data. Other algorithms may be combined with the RFC to make a more robust
and accurate classification method.
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